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1. (18%) Amemory system is composed of eight banks, and each bank contains 216 rows. Every DRAM
row refresh is initiated by a command from the memory controller, and it refreshes a single row in a single
DRAM bank. Each refresh command keeps the command bus busy for Sns. We define command bus
utilization as the fraction of total execution time during which the command bus is occupied.

1.1 (6%) Given that the refresh interval is 64ms, calculate the command bus utilization of refresh
commands. Show your work step-by-step.
1.2 (12%) If 70% of all rows can withstand a refresh interval of 256ms, how does the command bus

utilization of refresh command change? Calculate the reduction (1 — 2%y in bus utilization. Show your
g old y

work step-by-step.

2. (14%) Assume we have a virtual memory detailed as follows:
® 256 MiB Physical Address Space
® 4 GiB Virtual Address Space
® 1 KiB page size
® ATLB with 4 sets that is 8-way associative with LRU replacement
2.1 (10%) How many bits will be used for page offset, Virtual Page Number (VPN), Physical Page
Number (PPN), TLB index, and TLB tag?
2.2 (4%) How many entries are in this page table?

3. (18%) Assume a machine with a 7-stage pipeline. Assume that branches are resolved in the sixth stage.
Assume that 20% of instructions are branches.

3.1 (4%) How many instructions of wasted work are there per branch misprediction on this machine?

3.2 (4%) Assume N instructions are on the correct path of a program and assume a branch predictor
accuracy of A. Write the equation for the number of instructions that are fetched on this machine in terms
of N and A. (Show your work step by step)

3.3 (4%) Let's say we modify the machine so that it uses dual path execution (where an equal number of]
instructions are fetched from each of the two branch paths). Assume branches are resolved before new
branches are fetched. Write how many instructions would be fetched in this case, as a function of N. (Show
your work step by step)

3.4 (6%) Now let's say that the machine combines branch prediction and dual path execution in the
following way: A branch confidence estimator is used to gauge how confident the machine is of the
prediction made for a branch. When confidence in a prediction is high, the branch predictor's prediction is
used to fetch the next instruction; when confidence in a prediction is low, dual path execution is used
instead. Assume that the confidence estimator estimates a fraction C of the branch predictions have high
confidence, and that the probability that the confidence estimator is wrong in its high confidence estimation
is M. Write how many instructions would be fetched in this case, as a function of N, A, C, and M. (Show
your work step by step)

4. (14%) Suppose that (after optimization) a typical n-instruction program requires an additional 4*n NOP
instructions to correctly handle data hazards.

4.1 (4%) Suppose that the cycle time of this pipeline without forwarding is 250 ps. Suppose also that adding
forwarding hardware will reduce the number of NOPs from 0.4*n to 0.05%n, but increase the cycle time
to 300 ps. What is the speedup of this new pipeline compared to the one without forwarding?

4.2 (4%) Can a program with only 0.075*n NOPs possibly run faster on the pipeline with forwarding?
Explain why or why not.

4.3. (6%) At minimum, how many NOPs (as a percentage of code instructions) must a program have before
it can possibly run faster on the pipeline with forwarding?
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5. (18%) Consider a single-issue in-order multithreading processor. Each cycle, the processor can fetch
and issue one instruction that performs any of the following operations:

® load/store, 13-cycle latency (fully pipelined)

® integer add, 1-cycle latency

® floating-point add, 6-cycle latency (fully pipelined)

@ Dbranch, no delay slots, 1-cycle latency

The processor does not have a ‘cache. Each memory operation directly accesses main memory. If an
instruction cannot be issued due to a data dependency, the processor stalls. We also assume that the
processor has a perfect branch predictor with no penalty for both taken and not-taken branches. Please
analyze the processor utilizations for the following two thread-switching implementations:

Fixed Switching: the processor switches to a different thread every cycle using fixed round robin
scheduling. Each of the N threads executes an instruction every N cycles.

Data-dependent Switching: the processor only switches to a different thread when an instruction cannot
execute due to a data dependency. '

Each thread executes the following RISC-V code:

loop: LD f2, 0 (x1) # load data into 2
ADDI  xl, x1, 4 # bump pointer
FADD f3, f3, 2 #B3=103+12
BNE f2, 4, loop  # continue if f2 =14

5.1 (8%) What is the minimum number of threads that we need to fully utilize the processor for each thread-
switching implementation? Explain your reasoning.

5.2 (10%) What is the minimum number of threads that we need to fully utilize the processor for each
thread-switching implementation if we change the load/store latency to 1-cycle (but keep the 6-cycle
floating-point add)? Explain your reasoning.

6. (18%) Processor microarchitecture : VLIW vs. Superscalar vs. Array Processor

6.1 (3%) What do VLIW, superscalar execution, and array processing concepts have in common?

6.2 (6%) Provide two reasons why a VLIW microarchitecture is simpler than a "same-width" superscalar
microarchitecture.

6.3 (3%) Provide a reason why a superscalar microarchitecture could provide higher performance than a
"same-width" VLIW microarchitecture.

6.4 (3%) Provide a reason why a VLIW processor is more flexible than an array processor.

6.5 (3%) Provide a reason why an array processor is simpler than a "same-width" VLIW processor.
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