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1. (20%)
The following figure shows the IEEE 754 standard for floating-point representation of both single-
precision (short) and double precision (long) formats to represent a regular floating number *1.f x2°
where 1.f is called significand and e is the exponent, and other special numbers.

Short (32-bit) format
[ EANNNNN SRR ANANNARAR AN NRER] |

Lij8blts, i 23 bits for fraclional part Lo
/’ .blns =127, (plus hiddon 1in Integer part)  ~>~<__
P 1-126t0127, e
§Slgn: Exponent ‘\‘ Significand \"\-\\
b drtos, T
'\\ . blas = 1023, \ 52 bits for fractional part -
1102210 1023 ; (plus hidden 1 In integer part) 5
IIIIIIIlIIIIIIIIIIHIHIIIIIIIIllllHHHIIIIIHIIHIIIIIHHIIII
l.ong (64-bit) format
single-precision (short) | double precision (long)
word width (bits) 32 64
significand bits 23+1 hidden 52+1 hidden
exponent bits 8 11
exponent bias 127 1023
Zero e+bias=0, f=0 e+bias=0, f=0
subnormal e+bias=0, f#0, e+bias=0, f 20,
represent 0./ x27?* | represent +0. f x 27
infinity (Zc0) e+bias=255,f =0 e+bias =2047, f =0

Not-a-Number (NaN)

e+ bias =255, f #0

e+bias =2047, f =0

ordinary number

e+ bias €[1,254]

e+ bias €[1,2046]

1.1 (2%) What is the binary representation of zero in the single-precision format? Express your answer
using binary format similar to x_xxexooor_xexooxxooxxxxxoco where x is either 0 or 1.

1.2 (2%) What is the binary representation of the decimal value -0.5 in single precision format?

1.3 (2%) What is the maximum magnitude of ordinary numbers (i.e., excluding infinity, NaN, and
subnormal numbers) in single precision floating-point representation? Express your answer in format
of x.xx---xxx2° where x e {0,1}and e is the decimal value of the exponent.

1.4 (2%) What is the minimum magnitude of ordinary numbers (i.e., other than zero) in single precision
floating-point representation? Express your answer in format of x.xx---xxx2° where x e {0,1}and e
is the decimal value of the exponent. :

1.5 (2%) What is the minimum magnitude of subnormal numbers in single precision floating-point

representation? Express your answer in format of x.xx---xxx2° where x € {0,1}and e is the decimal

value of the exponent.

1.6 (2%) What is the representable range of the single-precision floating-point numbers?

1.7 (2%) Is the distance between two neighboring single-precision floating-point numbers the same?
Why?

1.8 (2%) For a 32-bit two’s complement signed fixed-point representation with 16 integer bits and 16
fractional bits, is the distance between two neighboring numbers the same? Why?

1.9 (2%) Continued with the previous 32-bit signed fixed-point representation, what is the representable
range of the 32-bit signed fixed-point format?

1.10 (2%) In general, addition of two 32-bit fixed-point numbers can be finished in one clock cycle.
However, addition of two single-precision floating-point numbers usually takes more than one clock
cycle. Why? Hint: explain using the operat1ons 1nvolved in floating-point addition/subtraction.
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2. (20%)

2.1 (5%) A processor is busy with computation 40% of the execution time, and is waiting for I/O access
60% of the execution time. If we replace the processor with a new one which is 10 times faster than
the old processor, what is the overall speedup gained using the new processor assuming that the
percentage of I/O access remains the same in both processors?

2.2 (5%) If you want to achieve a speedup of 80 for a computation task using 100 processors running
concurrently, what fraction of the computation task can be sequential according to Amdahl’s law?

2.3 (5%) For an application program running on a multi-processor system with 32 processors, it takes
200 ns to handle reference in a remote memory. Assume that this application program always has hits
in the local memory except for remote memory access involving communication. Processors are
stalled on a remote request, and the processor clock is 3.3 GHz. Assume that the base CPI (cycles per
instruction) is 0.5 and all references hit in cache. How much faster is the multi-processor if there is no
communication versus if 0.2% of instructions involve remote communication, references? Hint:
compute the new CPI first. The speedup is the ratio of the two CPI values.

2.4 (5%) Assume that 25% operations of a computation task are floating-point operations and average
CPI (cycles per instruction) for floating-point operations and other operations are 4.0 and 1.33
respectively. Suppose that 2% of the floating-point operations in the task are floating-point division
which has CPI = 20. Assume that the two design alternatives are to decrease the CPI of the floating-
point division to 2 of the decrease the average CPI of all floating-point operations to 2.5. Compare
these two design alternatives using processor performance equation. Which design choice is better?
Why? Hint: compute the CPI values of different designs.

3. (20%)

A standard pipelined CPU contains five pipeline stages: instruction fetch (IF), instruction decode (ID),

ALU execution (EX), memory access (MA), and result write-back (WB). Assume that the critical path

delays of the five types of instruction operations IF, ID, EX, MA, WB are 20ns, 20ns, 50ns, 40ns, 30ns

respectively. ‘

3.1 (2%) What is the maximum working frequency of the above CPU?

3.2 (6%) Assume that a computation task contains only 100 instructions and there is no hazard for these
instructions, what is the throughput of this task? What is the total latency of ﬁmshlng executing this
task? What is the average cycle per instruction (CPI) in this task?

3.3 (4%) If we want to reduce the pipelined stages from 5 to 4 by merging some of the five types of]
pipelined operations mentioned above, what is the best design if the speed performance is the first
choice? And what is the maximum working frequency of the new design with four pipelined stages?

3.4 (4%) What is data hazard? Give an assembly language example to show one type of data hazard.

3.5 (4%) What is super-pipeline? What are the advantages and disadvantages of super-pipeline design?

4. (20%) Cache
4.1 (2%) How many bits in total (including the tag bits and valid bits) are required for a direct-map
cache with 16K bytes of data and 16-byte blocks, assuming a 32-bit address and one valid bit for
~each cache block?
4.2 (2%) Repeat the above problem for a two-way set-associative cache.
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4.3 (2%) Repeat the above problem for a fully associative cache.

4.4 (4%) Compare the advantages and disadvantages of the above three different cache designs. Which
one is usually used in the design of TLB (translation lookaside buffer)? Why?

4.5 (2%) The average memory access time (AMAT) per instruction can be expressed as

AMAT = time for a hit + miss rate * miss penalty
Find the AMAT for a processor with a 1ns clock cycle time, a miss penalty of 20 clock cycles, a miss
rate of 0.05 misses per instruction, and a cache access time (including hit detection) of 1 clock cycle.
Assume that the read and write miss penalties are the same and ignore other write stalls.

4.6 (4%) Assume the miss rate of an instruction cache is 2% and the miss rate of the data cache is 4%. If
a processor has a CPI (cycle per instruction) of 2 without any memory stalls and the miss penalty is
100 cycles for all misses, determine how much faster a processor would run with a perfect cache that
never missed. Assume the frequency of all loads and stores is 36%.

4.7 (2%) Suppose that in 1000 memory references, there are 40 misses in the first-level cache and 20
misses in the second-level cache. Assume the miss penalty from L2 cache to memory is 200 clock
cycles, the hit time of L2 cache is 10 clock cycles, and the hit time of L1 cache is 1 clock cycle. What
is the average memory access time? Hint: average memory access time = LI_hit time +
L1 miss rate * ( L2Z_hit time + L2 local_miss rate * L2 _miss penally ) where the
L2 local miss_rate is the number of misses in L2 cache divided by the total number of memory
accesses to L2 cache.

4.8 (2%) Continued with the previous problem, and assuming that there is 1.5 memory references per
instruction, what are the average stall cycles per instructions? Hint: average memory stall per
instruction = L1 misses_per instruction * L2 hit time + L2_misses per_instruction *
L2 miss_penalty

5. (20%)

5.1 (5%) What is the advantage of single instruction multiple data (SIMD)? Compare the differences
between SIMD in conventional CPU (Central Processing Units) and SIMD in GPU (Graphics
Processing Units)

5.2 (5%) What is control hazard? Propose a method to improve the performance degradation due to
control hazard.

5.3 (5%) What are the differences of spatial locality and temporal locality during execution off
computation tasks in CPU? Give two programming techniques to explain the differences.

5.4 (5%) What is static multiple issue? What is dynamic multiple issue? Compare the differences.
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